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26.1 Tracking a ball

We’re playing center field in a baseball game. The batter hits the ball toward
us. We need to quickly judge where it is going to land, so we can run and catch
it.

We can frame this as a sequential estimation problem. Let (rn, zn) be the
true position of the ball with respect to us at successive times t = (n − 1)∆t .
At each time, we observe the angle of the ball

yn = tan−1(zn/rn)

with some error. Our mathematical model for the ball motion is Newton’s laws
for an object moving in a gravitational field. These require that at each time
we also estimate the ball’s horizontal and vertical velocity components un and
wn.

For this system, there are four variables to estimate, with one observation
at each time of a quantity that is a nonlinear function of the unknowns. This
motivates us to extend Kalman filtering to more complex systems.

26.2 Multivariate, nonlinear systems

The analysis of this system is more complex than the simple case, because

1. We are estimating multiple variables at each time n.

2. We are not directly observing the full state at each time.

3. Errors in the state variable estimates will be correlated with each other.

4. The measured quantity is a nonlinear function of the state.

The Kalman filtering strategy is to use the new observations to update the esti-
mated multivariate state x and its covariance matrix at each time n. We derive
general mathematical machinery for handling multivariate, nonlinear problems
given sequential observations of quantities that depends on the state.

In the next lecture, we will apply this theory to the ball-tracking problem.
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26.3 Sequential estimation roadmap for multi-
variate problems

Consider a possibly nonlinear system of the form

xn = f(xn−1). (26.3.1)

where the state x has m components. We will not include noise in the model
itself, though this is easy to add and is traditionally included in the theory of
Kalman filtering.

At each time n, we get a new set of q observations y of quantities h(x) that
depend (possibly nonlinearly) on the state, with observation errors y′ that have
a q × q covariance matrix Co. If these errors are independent, this covariance
matrix will be diagonal, with the variances of the observations as the diagonal
elements. Note that q needn’t be equal to m. If q < m the new measurements by
themselves would underdetermine the state ; if q > m they would overdetermine
the state.

As in the 1D case, we break the sequential estimation problem into steps:

Initialize Make an initial estimate of the model state x and of the matrix of
error covariances C between the estimated state variables. There is no
one right way to do this, but after a few time steps the algorithm will
have blended in enough observations to make it fairly insensitive to the
the initialization details.

Predict Using the model equations, and the estimated state x̂n−1 and covari-
ance matrix Ĉn−1 from time step n − 1, make predictions xp

n and Cp
n of

these quantities at time n.

Update Combine these predictions with the new observations at time n to
update the estimated state x̂n and covariance matrix Ĉn. Then cycle
back to step 2.

We will derive the mathematics of the prediction and update steps for a gen-
eral nonlinear multivariable system. Because this is fairly long and complicated,
we will start by stating the overall algorithm, which can be written in a form
parallel to our 1D case. It involves two additional matrices.

The update matrix Fn−1 [m × m] is derived by linearizing the model
function f used to predict time n from the estimated state at time n− 1:

x′p = Fn−1x̂
′
n−1 (26.3.2)

where a prime denotes an arbitrary small uncertainty in the state. This is
sometimes called the linear tangent model. Fn−1 is calculated as the Jacobian
matrix of the nonlinear function f , whose ij’th component is ∂fi/∂xj(x̂n−1),
where fi is the i’th component of the vector-valued function f . The Jacobian
can be calculated analytically if f is simple or approximated numerically if it is
not.
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The measurement matrix Hn [q×m] relates the prediction uncertainty y′p

in the measurements to the prediction uncertainty x′p in the state. It is derived
by linearizing (if needed) the measurement function h about the predicted state
at time n:

y′ = Hnx̂
′ (26.3.3)

It can again be computed as a Jacobian matrix.
The Kalman filtering algorithm is a sequence of linear algebra steps:

Simple 1D General Kalman filter

Predict Predict
xpn = ax̂n−1 xp

n = f(x̂n−1)

σ2
p = a2σ̂2

n−1 Cp = Fn−1Ĉn−1F
T
n−1

Update Update
x̂n = xpn + k(xon − xpn) x̂ = xp + K(yo − h(xp))
k = σ2

p/(σ
2
p + σ2

o) K = CpHT
n (HnC

pHT
n + Co)−1

σ̂2
n = (1− k)σ2

p Ĉn = (I−KHn)Cp

Here Cp [m×m] is the covariance matrix of the prediction at time n, Ĉ [m×m]
is the covariance matrix of the update, Co [q × q] is the covariance matrix of
the observations, and K [m× q] is the Kalman gain matrix.

We now mathematically derive the steps in the Kalman filtering algorithm.

26.4 Update the state and covariance matrix

Using a prime to denote an uncertain difference from the estimated state and
using (26.3.2), the covariance matrix of the predicted state at time n can be
written using the update matrix:

Cp = E[x̂′p(x̂′p)T ]

= E[Fn−1x̂
′
n−1(x̂′n−1)TFT

n−1]

= Fn−1Ĉn−1F
T
n−1 (26.4.1)

26.5 Combining prediction and observation

The predicted state implies values of the measured quantities:

yp = h(xp)

Their prediction uncertainty can be described by an q× q measurement predic-
tion covariance matrix Cp

y derived using the measurement matrix:

Cp
y = E[y′(y′)T ]

= E[Hx′(x′)THT ]

= HCpHT (26.5.1)
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26.5.1 PDF of a multivariate normal distribution with co-
variance matrix C

As preparation for what follows, we must derive the PDF for a multivariate
normal distribution with a given covariance matrix C. This is most easily derived
by diagonalizing C = UΛUT and letting z̃ = UT z be the coordinates of some
point z when expressed in the diagonalizing basis. Then, if λk are the eigenvalues
of C, which are the variances in the principal directions, then the PDF is

p(z) ∝ exp

[
−1

2
(
z̃21
λ1

+ . . .+
z̃2m
λm

)

]
= exp

[
−1

2
(z̃T Λ−1z̃)

]
= exp

[
−1

2
(zTUΛ−1UT z)

]
= exp

[
−1

2
(zTC−1z)

]
26.5.2 Construction of a penalty function

We minimize a penalty function R(y) that is related to the likelihood of obtain-
ing both the prediction yp and also the observations yo given a particular true
state x with corresponding ’true’ observations y. This likelihood is the product
of the PDFs for each event:

L[(yp|y) and (yo|y)] = PDF(yp|y)PDF(yo|y)

Using the PDF derived in the previous section, we deduce that to maximize the
likelihood, we should minimize the penalty function:

R(y) = (yp − y)T [Cp
y ]−1(yp − y) + (yo − y)T [Co]−1(yo − y)

This minimum is achieved by zeroing the gradient of R with respect to y:

0 = ∇R = −2[Cp
y]−1(yp − y)− 2[Co]−1(yo − y)

⇒ ŷ = yp + Ĉy[Co]−1(yo − yp)

where the combined measurement covariance matrix is

Ĉ−1y = [Cp
y]−1 + [Co]−1

We use one further mathematical trick: If A and B are any two matrices, then

(A−1 + B−1)−1A−1 = B(A + B)−1

(easy to prove by taking the inverse of both sides). Applying this with A = Co

and B = Cp
y, we obtain:

Ĉy[Co]−1 = Cp
y(Cp

y + Co)−1 (26.5.2)
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Hence we can rewrite the update step above as:

ŷ = yp + Cp
y(Cp

y + Co)−1(yo − yp) (26.5.3)

26.5.3 Back to state space

Given an updated ŷn, we must now update the state itself, using the linearized
relation (26.3.3) between state perturbations and measurement perturbations
in (26.5.3):

Hx̂ = Hxp + HCpHT (HCpHT + Co)−1(yo − h(xp))

If the number q of measurements is the same as the number m of state variables,
so H is m×m and invertible, this equation is equivalent to

x̂ = xp + CpHT (HCpHT + Co)−1︸ ︷︷ ︸
K

(yo − h(xp)) (26.5.4)

If q < m, the update (26.5.4) is still valid, but the argument is more subtle.
Any vector x can be written as the sum of a component xH that affects Hx and
a component xN in the null space of H which has no effect on the predicted
measurements. The update equation uniquely determines x̂H , but does not
determine x̂N . Thus, it makes sense to only update that part of the state that
affects the measurements, which is exactly what (26.5.4) does. The m×q matrix
K is called the Kalman gain matrix.

Lastly, we need to update the state covariance matrix Ĉ, knowing the up-
dated measurement covariance matrix. We substitute the basic relationship
between state and measurement perturbations

HĈHT = Ĉy

into (26.5.2):

Ĉy = Cp
y(Cp

y + Co)−1Co

= Cp
y[I− (Cp

y + Co)−1Cp
y],

HĈHT = HCpHT [I− (HĈHT + Co)−1HCpHT ]

= H[Cp −CpHT (HĈHT + Co)−1HCp]HT

= H[I−KH]CpHT .

In the case q = m, we can invert H and HT to obtain the desired result.

Ĉ = [I−KH]Cp

It also works in the case q < m by separate consideration of the null-space of
H because it has the desired effect of only updating that part of the covariance
matrix affected the measurements.

Whew! Now we’re done with derivations, let’s try this out!


