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Suppose we have N measurements of one predictor variable xj (e. g. car
weight) and corresponding measurements of a predictand variable yj (e. g. miles
per gallon). We might ask how much of the variability in yj can be explained
by variability in xj , using a linear fit of the form

ŷj = a0 + a1xj . (5.0.1)

5.1 Mathematics of least-squares regression

Least-squares regression chooses a0 and a1 to minimize the mean square residual

Q(a0, a1) = N−1
N∑
j=1

[yj − ŷj ]2 =

N∑
j=1

[yj − (a0 + a1xj)]
2.

Minimizing with respect to a0 and a1, we obtain

0 =
∂Q

∂a0
= −N−1

N∑
j=1

2[yj − (a0 + a1xj)]

0 =
∂Q

∂a1
= −N−1

N∑
j=1

2xj [yj − (a0 + a1xj)]

Defining

z = N−1
N∑
j=1

zj ,

we obtain a pair of simultaneous equations for the coefficients:

a0 + a1x = y

a0 + a1x2 = xy

1
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Further defining x′ = x− x and y′ = y − y (removing means), the solution is:

a0 = y − a1x

a1 =
xy − x y
x2 − x2

=
x′y′

x′2
(5.1.1)

a1 is often called the regression slope. If we start with demeaned x and y
data whose sample mean has already been removed (x = y = 0), then a0 = 0.

Let σ2
x = x′2 be the sample variance of x and similarly for y. Let

r = x′y′/σxσy (5.1.2)

be the sample correlation coefficient between x and y. Then one-variable linear
regression is all about r:

1. The regression slope
a1 = rσy/σx (5.1.3)

is proportional to r.

2. The regression explains a fraction r2 of the variance of y:

ŷ2 = a21x
′2 = (r2σ2

y/σ
2
x)σ2

x = r2σ2
y. (5.1.4)

When the regression line is subtracted off of y, the residuals εj = yj − a1xj
have a sample mean of zero and a variance that is a fraction 1−r2 of the original
variance of y.

5.2 Matlab regression example

The first part of the Matlab script regression example.m on the class web
page uses a dataset on compact cars from the 1970s and 1980s built into the
Statistics toolbox to calculate the linear regression between car weight and car
efficiency (in miles per gallon), both using the above mathematics and using
toolbox functions.

5.3 Uncertainty in correlation coefficient and re-
gression slope

If N is large (20 or more) but |r| is not too large (less than 0.5), the difference
between the true correlation coefficient ρ and the sample correlation coefficient
r is approximately normally distributed with mean zero and standard devia-
tion σρ ≈ N−1/2 due to sampling uncertainty. These assumption suffice if our
main interest is in whether the correlation coefficient and regression slope are
statistically significantly different from zero, since this is assured if |r| is larger
than 0.5 and N > 20. If |r| is larger, and an uncertainty range for is desired
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for ρ, this can be derived using the Fisher transformation (see statistics texts
or Wikipedia).

In either case, the uncertainty range for ρ can also be used to derive an
approximate uncertainty range for the true regression slope α1 by multiplying
by σy/σx.

If the residuals εj = yj − a1xj are given at uniformly spaced xj and have a
substantial lag-1 autocorrelation r1, we should replace N in the above formulas
by an effective sample size N∗ = N(1− r1)/(1 + r1), taking r2 = 1 in Eq. 3.4.2
since the xj ’s have nearly perfect lag-1 autocorrelation (see Eq. 3.4.2).

5.4 Regressing many variables on one predictor

The above approach trivially extends to regressing a whole array of data on one
predictor, since each variable can just be separately regressed on the predictor.

5.5 Regression caveats

As shown in Figure 1, the same r can encompass a variety of relationships
between two variables, not all of which embody the linear relationship with
random scatter that was assumed in deriving linear regression. In particular,
linear regression

1. does not accurately describe nonlinear relationships

2. can be affected by data clustering

3. can be affected by ’outlier data points’,
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Figure 1: Four datasets with the same correlation coefficient of 0.7. From
Hartmann, Ch. 3


