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22.1 Normalization

SVD of the data matrix gives left singular vectors that describe the patterns of
variability across locations, and right singular vectors that describe the corre-
sponding amplitude of this pattern in time, both with 2-norm equal to 1. For
instance the 1-mode approximation to the data is

A1 = u1σ1v1
T .

Depending on the application, it is useful to renormalize the patterns or ampli-
tudes. For space-time analysis, one natural approach is to normalize the PCs
to have temporal standard deviation 1, i. e. a squared 2-norm of n − 1, and
then absorb the singular values into spatial patterns that correspond to a 1-std
change in the PC. This requires taking:

ṽ1 = (n− 1)1/2v1

ũ1 = σ1u1/(n− 1)1/2

A1 = ũ1︸︷︷︸
pattern

ṽT
1︸︷︷︸

PC

.

Similarly for other modes.
For an example of using SVD to do a PCA on a large real-world dataset

with this normalization of the patterns and PCs, see PCA SSTA.html. In
this example, there is one dominant leading mode of tropical Pacific sea-surface
temperature, which corresponds to El Nino/La Nina, that explains 39% of the
variance of the field. The second and third mode explain 9%, and other modes
all explain less than 5%. The example illustrates both Matlab’s economy SVD
and the function svds, which is used to just return the leading SVD modes.

22.2 Linearity of modes

PCA decomposes data into pattern of ‘spatial’ variability multiplied by principal
components that characterize the corresponding ’time’ variability. A nonlinear
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oscillation might have different spatial structure in a positive phase than in its
negative phase. Alternatively, the data may cluster into one of several tight
groups, transitioning between groups at various times. One can test how well
the linearity assumption by averaging the data across all times with the lead-
ing PC1> 1, normalizing by the mean value of PC1 during these times, and
comparing this spatial field with the average across all times with PC1< −1,
also normalized by the mean value of PC1 during these times. If these patterns
are significantly different, that suggests the variability has a nonlinear spatial
structure. We can look for clustering in the data using the PDF of PC1. If the
data is clustered, PC1 should also have preferred values corresponding to the
projection of the clusters on the leading spatial pattern. PCA SSTA.html
illustrates both these tests.

22.3 Summary of PCA for multivariate datasets

A summary of how to do PCA:

1. Remove the mean of each variable across the sampling dimension. If the
variables do not all have comparable units or variance, standardize each
variable to standard deviation 1.

2. Arrange data in a matrix S whose rows are the variables and whose
columns correspond to the different samples.

3. Calculate the SVD of S, which partitions the data matrix into modes of
variability. Use svd(S,0) to get all the modes, or svds(S,K) to get just
the first K modes (computationally more efficient for large datasets).

4. The left singular vectors (SVs) give the dominant patterns of covariability
across the variables. The right singular vectors give the principal compo-
nents describing the amplitude with which these patterns are expressed for
each sample. The squared singular values, ordered from largest to small-
est, give the variance explained by each mode. If a few modes explain
much more of the variance than the other modes, focus your attention on
them!

5. Plot out the SVs and PCs of the leading modes after suitable renormaliza-
tion, and interpret in the context of your application. Test for nonlinearity
or clustering if these could be concerns.

6. The PCs of the leading modes can provide a useful low-dimensional de-
scription of the dataset if they explain a large enough fraction of the overall
variance in the data.

The pca function in the Matlab Statistics toolbox can help you with these steps.
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22.4 PCA of incommensurate multiparameter
data

The example P
¯

CA cities on the class web page illustrates PCA of a multipa-
rameter data set, in which quality of life indicators in 9 categories (climate,
housing, health, crime, etc.) are tabulated for 329 U. S. cities. The indicators
are mutually correlated. Our goal is to find composite factors that can describe
the overall attractiveness of a city more compactly. In this case, there are m = 9
variables (the indicators) and n = 329 samples (the cities).

In this case, the indicators are incommensurate (how do we compare a mea-
sure of climate with a measure of housing?) so we need to standardize them
before making the data matrix. In the end we find a quality of life index that
explains 40% of the variance in the indicators that roughly corresponds to an
average over all of them.

22.5 PCA caveats

PCA is a powerful approach for extracting dominant modes of variability from
a dataset, but as with all methods, its framing of the problem has limitations:

Linearity If PCA-based analysis of the linearity of the data suggests the data
variation is nonlinear, this nonlinearity may be analyzed using composit-
ing approaches based on relating the variability to an index (e. g. PC1)
and averaging the spatial structure over ranges of that index. If the lead-
ing PC has multiple well-separated peaks suggesting clustering of the data,
cluster analysis (see Matlab Statistics toolbox) may be a useful tool for
extracting the structure in the data.

Fixed patterns If the data is made of patterns that propagate with time across
the measurement locations, PCA will decompose this into pairs of patterns
that describe phases of the propagating signal that in quadrature. A
PCA generalization called complex EOF analysis is designed to extract
propagating oscillations as single modes.

Orthogonality constraints Each mode is constrained to be orthogonal in
space and time to other modes. This can distort physical modes of vari-
ability in the dataset that are not orthogonal.

Pattern localization PCA modes have patterns that each project onto all of
the different measurements. Sometimes it is preferable to seek patterns or
’factors’ that each only involve a subset of the measurements, combining
the covariability in a subset of highly correlated measurements or a par-
ticular spatial region. Rotated PCA is a set of techniques for achieving
this (see Matlab Statistics toolbox) .


